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Abstract—Deploying line current differential protection over
Ethernet packet switched transport is more than just making
the connections, as the application demands certain
deterministic characteristics from the communication channel.
Packet switched traffic by its very nature of statistical
multiplexing is subject to variances in propagation time due to
queuing delays, which can impact the performance of line
current differential schemes that are dependent on channelbased synchronization.
This paper details the results of testing a line current
differential system on a Multiprotocol Label Switching (MPLS)
based Ethernet packet switched network. A variety of
simulations were performed in order to determine if reliable
protection could be achieved in such a network. Protection
times were measured and reliability assessed. Impacts of a
number of potential threats were established and overall
protection performance was evaluated. Details on engineering
the network to meet the Reliability, Selectivity, Coordination,
Sensitivity, and Speed requirements of a line current differential
system are provided.
Index Terms--Line Current Differential Protection, Packet
Switched Networks, Teleprotection

I.

INTRODUCTION

In today’s electric power grids, the backbone
communication infrastructure deployed for transporting
mission critical operational traffic is largely based on
traditional circuit-switched time division multiplexing (TDM)
digital architectures. Networked communications have been
examined for years as a way of advancing the options
available to improve protection schemes. In particular, the use
of SONET/SDH based TDM transport for enabling the
communication channel for line current differential protection
is widespread.
Over the last decade, advances in technology have led to
more cost-effective and scalable packet-based architectures to
become the dominant transport technology adopted the world
over, and Ethernet packet technology is seeing an increased
adoption in electric grid communications. With the
proliferation of Ethernet Packed Switched Networks (PSN) in
utility transmission and distribution substations, the option of
using Ethernet packet transport as the communication channel
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for power line protection schemes is being increasingly
explored and in some cases deployed and operational [1].
Deploying 87L schemes over a PSN however requires careful
network engineering, as performance demands imposed by the
line current differential application on the communication
channel are quite stringent. This paper takes an in-depth look
into the demands imposed by 87L on the communication
channel based on its operating principal, and explains how a
PSN can be reliably engineered to satisfy its constraints.
II.

LINE CURRENT DIFFERENTIAL PROTECTION

A. Principle of Operation
The most common methods of protecting a power line are
distance (ANSI 21) and line differential protection (ANSI
87L). Both methods have specific characteristics, which
define which one is better suited for a particular application.
The most significant advantages of line differential protection
are a clear separation of the protected zone, which results in
increased selectivity, and easy calculation of protective
settings.
In an 87L scheme, the differential current is calculated,
phase-segregated, by the vectorial sum of the currents flowing
through the protected object. Due to the large distance
involved between measuring points across the line ends, it is
not possible to connect via hardware all current transformers
(CTs) to one relay where the differential current would be
calculated. The current vectors from the remote end must
therefore be transmitted via communication to the local relay
as shown in Fig. 1 . It is vital that the relays have a mechanism
to synchronize the measured currents, otherwise the phase
angle shift that is produced by comparing currents from
different time instances would create a false differential
current, leading to a false tripping of the protection.
Time synchronization can be achieved by high accuracy
GPS synchronization or via channel-based synchronization
(see below). In case of the later, it is necessary that the
transmission and receiving time of the measured signals be
equal or within a set tolerance, and that the jitter is within an
acceptable tolerance. An expected high difference between
sending and receiving time will imply that the relay will be set
to compensate for that tolerance, thus reducing the sensitivity
of the protection. Also, the time delay that it takes for the
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measured value to be transmitted to the other end will add to
the device operating time.

which this assumption holds true determines the accuracy of
the clock synchronization technique, thereby imposing the
requirement for a symmetric communication channel.
III.

Fig. 1

Line Current Differential Protection

The communication system must also be reliable in order
to avoid an intolerable number of lost telegrams, or total
interruption of the communication. In such events, the
differential protection will identify those conditions and react
accordingly to avoid misoperation.
B. Channel-Based Synchronization
Channel-based synchronization refers to the technique that
87L relays use to time-align the remote and local current
samples using the communication channel alone, without the
aid of any external time reference such as GPS. The specifics
of the algorithm used to align the current samples may differ
across relay manufactures, but the fundamental technique used
for time synchronization is the same, and based on a well
established two-way exchange of time-stamped messages
between the relays as described below.

Fig. 2

Channel-Based Synchronization

Fig. 2 shows two relays with asynchronous clocks
exchanging time-stamped messages. These time stamps are
included in the datagrams used to transport the current
samples, instead of using a separate set of messages. The
values tR1 and tR2 represent the send and receive latency as
observed by Relay-1, and th represents the hold time at Relay2. The hold time depends on the sampling rate used to obtain
current samples, and the rate at which these samples are
exchanged between the relays. The relay clock offset is
derived as
relayClockOffset = t2 –t1 – meanPathDelay.

(1)

The mean path delay is computed from the timestamps using
meanPathDelay = ((t2 - t1) + (t4 – t3)) / 2,

(2)

with the assumption that the propagation time between Relay1-to-Relay-2 and Relay-2-to-Relay-1 is equal. The degree to
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PACKET SWITCHED NETWORK CHARACTERISTICS
IMPACTING 87L APPLICATIONS

The communications channel is an integral part of any
power line unit protection scheme that requires interaction
between two or more relays in different substations separated
by large distances. The requirements that a particular type of
protection scheme imposes on the communications channel
depend on its principal of operation. Channel performance
criteria for 87L applications in the context of TDM based
SONET/SDH communication networks are well understood
and covered extensively in [2], [3]. In this section we focus on
PSN communications channel characteristics as applicable to
87L applications. It is important to note that while channel
characteristics such as latency, bit error rate, bandwidth, and
availability apply to all protection schemes; channel symmetry
and variation in packet delay are only relevant to 87L schemes
deployed using channel-based synchronization.
A. Channel Latency
Channel latency is defined here as the one-way
communications delay between the protection interfaces of the
relays deployed across the line ends.
The influence of channel latency is fundamental to any
communication dependent line protection scheme, because it
impacts the speed of the protection scheme. Communicationsassisted schemes such as directional comparison
blocking/unblocking, permissive over/under reaching transfer
trip etc. that detect the fault individually at each line end, only
utilize the communications channel to exchange simple on/off
signals between relays to localize the fault faster and more
selectively. In such communications-assisted schemes, latency
impacts the time it takes for the trip signal to make it across
the channel to aid the remote end to trip faster. In the case of
87L however, the influence of latency is more profound as it
affects fault detection time. Since 87L operates on the
principal of comparing current samples across the line ends,
channel latency impacts the time it takes for the datagram
encoding the current samples to make it across to the remote
end for comparison, thereby impacting the time it takes the
relay to detect the presence of a fault differential. The time it
takes for the relay logic to issue a trip once this fault
differential is detected is extra.
When the 87L communications channel involves a packet
transport network, several factors contribute to the overall
channel latency. These include the type and speed of the relay
protection interface, the switching time of the PSN equipment,
and the physical layer of the communication network.
1) Relay protection interface type and speed: Over the
years, several communication protocols such as G.703 codirectional, EIA-422, X.21, V.35, and T1/E1 etc. have been
supported over 87L relay protection interfaces. These serial
protocols are synchronous in nature, and have largely emerged
to enable the connectivity of relays with existing TDM
communication equipment available at substations. The
protocols and the corresponding physical connectors are

supported either directly with modules on the relays
themselves, or with companion relay protocol converters
supplied by relay manufactures. The speeds commonly used
with these serial interfaces range from 64kbps and higher
multiples of Nx64kbps up to 2Mbps to align with DS-0
mapping of TDM infrastructure that is widely deployed to
support this mission critical protection application.
When considering channel latency over a PSN, the 87L
relay protection interface type and speed must be taken into
account as it may consume a significant portion of the overall
latency budget as explained in this section. In addition, when
relays are deployed with companion relay protocol converters,
the delay introduced in signal conversion by the converter
must be accounted for as well.
Newer relays models tend to standardize on IEEE C37.94
optical interfaces with speeds of Nx64kbps (N=1…12) as one
of the protection interface options, providing the flexibility to
use either a dedicated point-to-point dark fiber or a
communication network for the 87L communication channel.
While this interface is still tailored to align with TDM
communication equipment, it offers two important benefits.
First and foremost, the optical nature of the interface helps
protect against data corruption due to electromagnetic and
radio frequency interference (EMI/RFI), signal ground loops,
and ground potential rise that are common in substation
environments. Secondly, it supports faster speeds of up to
768kbps. While legacy protection interfaces were deployed
with speeds throttled down to 64kbps to accommodate the
bandwidth constraints typically found in TDM communication
environments, the faster speeds of the C37.94 interface helps
cut down the delay involved in transporting synchronous serial
traffic over a PSN as explained below, where 12x64kbps is
considered as slow speed and bandwidth non-impacting.
Ethernet protection interfaces at 100Mbps and 1Gbps
speeds are now supported by some manufactures to adapt to
newer communication networks. As we will see in Section
V.A, this leads to significant decrease in channel latency.
2) PSN equipment switching time: The processing time of
the packet transport network equipment can be split into three
parts: The delay introduced by the ingress network node
connected to the near end relay, the delay introduced by the
intermediate transit network nodes, and the delay introduced
by the egress network node connected to the far end relay.
The delay introduced at the ingress and egress network
nodes depends on the type and speed of the relay protection
interface. Packet networks enable the transport of synchronous
traffic using a technique called circuit emulation [4], [5],
which, as the name implies emulates a synchronous serial
circuit across the asynchronous packet switched network. The
relays derive their frequency synchronization from the
network nodes to which they are connected to, with the
network nodes themselves being frequency synchronized over
the Ethernet physical layer using ITU-T Synchronous Ethernet
(SyncE) [8] or a packet transfer based Precision Time Protocol
(PTP) IEEE1588-2008 [7].
As per standard PSN terminology, throughout the rest of
this paper, we refer the link connecting the relay protection
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interface to the network equipment as the attachment circuit,
and the interface connecting the ingress, egress, or transit
network equipment to the rest of the network as the core
network interface. Circuit emulation involves accumulating a
fixed (and configurable) number of bytes of data from the
synchronous serial attachment circuit, transporting them
across the asynchronous packet switched network, and playing
the data out on to the far end attachment circuit at a fixed
clock rate determined by the speed of the synchronous line.
This process incurs delays at the ingress and egress nodes of
the PSN due to buffering of data that has to take place in order
to map the low-speed relay attachment circuit to and from the
high-speed core network interface.
The ingress node has to wait for the pre-configured
number of bytes from the Nx64kbps low-speed relay
attachment circuit to arrive before it can packetize the data on
to the high-speed 1Gbps or 10Gbps Ethernet network
interface. This factor, driven by the speed of the relay
protection interface, is the main contributor to the channel
latency. As an example, it would take 2.875ms for a 23-byte
87L datagram to arrive on a serial G.703 attachment circuit of
64kbps speed before the ingress node can packetize it and
send it across the network. Similarly, for a datagram of the
same size, it would take only 0.359ms to arrive on a serial
X.21 attachment circuit of 512kbps speed corresponding to
8xDS-0, or 0.239ms to arrive on a serial C37.94 attachment
circuit of 768kbps speed corresponding to 12xDS-0.
Similarly, the egress node has to buffer data arriving from
the high-speed Ethernet core network interface before
serializing it on to the low speed synchronous serial
attachment circuit connected to the far end relay. The egress
node has to implement a buffer known as the play-out buffer
or de-jitter buffer. This play-out buffer serves two purposes.
Firstly, the packet delay variation inherent in the packet
switched network has to be smoothened before the data is
transmitted on the synchronous relay attachment circuit.
Secondly, since the ingress node buffers a fixed (preconfigured) amount of data from the relay attachment circuit
and transmits the entire payload over the high-speed network,
the egress node has to buffer the data before it plays it out on
the low-speed synchronous relay attachment circuit at the
remote end. The play-out buffer operates by collecting packets
from the network up to a certain threshold value before
clocking out the data on to the synchronous line. The
threshold is usually set to half the size of the play-out buffer.
This results in a fixed delay being added to the channel latency
corresponding to the play-out buffer threshold value. A large
play-out buffer will adversely impact the channel latency, and
therefore its size must be optimally tuned based on the quality
of the network to maintain proper line synchronization and not
more. With gigabit Ethernet network links deployed in the
core network, the size of the play-out buffer can be tuned to a
value of 1ms or less.
With Ethernet based protection interfaces there is no need
for any kind emulation. The 87L Ethernet datagram is
switched as soon as it arrives on the ingress and egress
attachment circuits. Therefore, with newer relays supporting
high-speed 100Mbps and 1Gbps Ethernet protection

interfaces, this element of the channel latency equation
becomes negligible.
In homogenous network environments, the delay
introduced by the intermediate transit network nodes is very
small. Modern carrier-class packet switched platforms that
perform hardware based forwarding, exhibit latencies of
0.010ms to 0.020ms per hop under traffic congestion. This
amounts to a small portion of the channel latency budget even
when considering several hops traversed along the backup
path of the network under primary path failure conditions.
3) Physical Layer of the Communication Network: An
important aspect to consider when evaluating channel latency
is the physical layer of the communication network. When the
wide area network physical media is based on single-mode or
multimode fiber with 1GE or 10GE links, or packetmicrowave technology, the transmission delay is negligible.
However, if the packet transport is built over an existing
SONET/SDH or TDM-microwave infrastructure, then the
serialization and packetization delay incurred at each TDM
hop becomes noticeable and eats into the overall
communications latency budget.
B. Latency Asymmetry
Latency asymmetry corresponds to the difference in
latency between transmit and receive paths of two relays. This
parameter is very critical for relays that use channel-based
synchronization to time-align current samples, as it adversely
impacts the security and sensitivity of the 87L scheme.
As described in Section II.B, the meanPathDelay in (2) is
computed based on the assumption that the communication
channel latency between the two relays is symmetric. A
violation of this assumption will skew the relayClockOffset
computation defined in (1). This results in a degradation of the
channel-based time-synchronization accuracy of the relays,
which in turn leads to the remote and local currents used in the
differential calculations to be misaligned. During throughcurrent conditions, this misalignment could lead to an increase
in the differential signal, compromising the security of the
protection scheme. Contrarily, misalignment can lead to a
decrease in the differential signal during an internal fault,
reducing the sensitivity of the protection scheme [9].
Packet switched networks that rely on dynamic routing
protocols for reachability information are subject to
asymmetric forward and return paths between two nodes in
the network. This channel asymmetry can lead to latency
asymmetry because the disparate paths could involve different
hop counts and larger propagation delays. Channel symmetry
is enabled in packet switched networks using MPLS traffic
engineered label switched paths (LSP). The LSPs are
engineered to be symmetric along the forward and return paths
either dynamically using strictly routed resource reservation
protocol traffic engineered (RSVP-TE) tunnels [13] or
manually using statically provisioned MPLS transport profile
(MPLS-TP) bidirectional co-routed tunnels [14].
Another factor that can lead to latency asymmetry in a
packet switched networks, even under symmetric channel
conditions, is queuing delay that occurs due to traffic load
conditions at each hop along the symmetric forward and return
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paths. This phenomenon, which is unique to packet switched
networks and does not occur in TDM networks, is
compensated for using quality of service (QoS) expedited
forwarding as described in the next section.
C. Queuing Delay
Queuing delay refers to the delay that the datagram
encounters when waiting to be forwarded out of the egress
interface of a packet node along a given path in the network.
Since packet switching is based on the principal of
statistical multiplexing, the amount of traffic load at each hop
in the path can lead to varying queuing delays at each hop
leading to the phenomenon of packet delay variation (PDV).
PDV impacts channel-based synchronization in two ways as
described next.
PDV in the network can lead to latency asymmetry in a
traffic engineered symmetric channel. The statistical
multiplexing of traffic, and the different amounts of traffic
load at each hop in the path can lead to varying queuing delays
at each hop. As a consequence, a traffic engineered symmetric
channel can still encounter latency asymmetry because the
cumulative queuing delays encountered by the datagrams
along the forward path may be different from that encountered
by the datagrams along the reverse path.
From (2), we see that PDV or a constant change in the
inter-arrival time of successive messages along a given
direction will cause a constant variation in the
relayClockOffset value defined in (1). This stresses the clock
recovery mechanism on the relay. In order to compensate for
variation, multiple time-stamped messages would have to be
received and averaged over time, with sophisticated
algorithms applied to compute the precise offset correction for
any timestamp before the local clock is corrected. Similar to
latency asymmetry, the net impact of PDV is degradation in
the channel-based time-synchronization accuracy of the
relays, which in turn adversely impacts the security and
sensitivity of the 87L scheme.
The effects of latency asymmetry and PDV that can be
caused by queuing delays in a packet switched 87L
communication channel are compensated for by QoS. The
forwarding treatment that a particular flow of traffic is subject
to, as the individual packets that make up the flow are queued
along the egress interfaces of each hop in the path is referred
to as the per-hop QoS forwarding behavior. Based on QoS
marking of packets, a given flow can be subject to expedited
forwarding (EF) to ensure minimum latency, assured
forwarding (AF) to guarantee fixed bandwidth, or best effort
(BE) treatment at each hop. In order to minimize the impact of
PDV, the 87L datagrams must be subject to expedited
forwarding along the forward and return paths. Expedited
forwarding involves mapping the 87L datagrams to the
priority queue at each hop. When forwarding traffic out the
egress interface, the QoS scheduler always services the
priority queue before servicing the remaining queues used for
AF and BE flows. As long as there is traffic in the priority
queue, the scheduler services that queue until it is emptied,
ensuring minimum latency along the path. It must be noted
however that the queuing delay encounter at a given hop due
to a single packet from one of the other AF or BE queues that

has already started to transmit is unavoidable. The delay
encountered depends on the time it take to serialize the
particular packet on to the line, which in turn depends on the
speed of the interface and the size of the packet. For example a
1518 byte packet from one of the other queues that has just
started to transmit out of a 1GE interface ahead of the 87L
datagram will cause approximately 0.01214ms of delay.
Modern carrier-class packet platforms that perform hardware
based forwarding of data, have the capability to support
multiple EF queues with no-tie-ranked priorities. When
forwarding traffic out the interface, the QoS scheduler will
service these queues in order of priority, emptying each of
them before servicing the AF and EF queues. When an 87L
scheme is deployed with channel-based synchronization to
time-align current samples, it is recommended that 87L
datagrams always be mapped to the highest-priority queue due
to the sensitivity of the synchronization technique to latency
asymmetry and PDV.
D. Channel Failure Recovery
Channel failure recovery refers to the ability of the
network to reroute around communication failures either due
to failed physical media or network elements, and restore the
communication channel.
Packet switched networks offer several mechanisms to
enable channel failure recovery using local protection or path
protection techniques. Local protection refers to fast reroute
(FRR) techniques where the traffic is re-directed to a presignaled backup LSP at the location of the failure along the
path to the destination. This is achieved with RSVP-TE FRR
when RSVP is used to signal traffic engineered LSPs [10], or
with remote loop free alternate fast reroute (RLFA FRR) for
label distribution protocol (LDP) based LSPs [11]. Path
protection refers to end-to-end failure recovery, where traffic
is re-directed to a pre-signaled standby LSP at the head-end
(source router) of the LSP regardless of the location of the
failure along the path to the destination. End-to-end failure
recovery for dynamic RSVP traffic engineered LSPs is
achieved using RSVP-TE path-protection [13], while MPLSTP protection-switching for statically provisioned MPLS-TP
LSPs is achieved using MPLS-TP linear protection [12].
Out of the various mechanisms described above, RSVPTE FRR, RLFA FRR, and MPLS-TP Linear Protection
provide failure recovery within 50ms. The failure recovery for
RSVP-TE path-protection is not guaranteed to be within
50ms, as the recovery time is topology dependent and is
influenced by the failure detection mechanism driving the
switchover. The recovered LSP in RLFA FRR is topology
dependent, and could result in asymmetric forward and return
recovered paths, making the protection unsuitable for 87L
schemes based on channel-based synchronization in certain
network topology configurations. All the failure recovery
mechanisms described in this section are capable of automatic
reversion where the traffic is switched back to the primary
LSP, once the failed entity has been restored.
The tolerance of 87L schemes to channel failure recovery
is dependent on the sensitivity of the relays to lost datagrams.
The number of datagrams lost during the network protection
event is dependent of the rate at which the 87L relays
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exchange datagrams. This rate is typically dictated by the
current sampling rate and the amount of information
exchanged (datagram size) to provide higher sensitivity by a
given implementation of the 87L scheme. For example, an
implementation where the relays are capable of tolerating a
25% loss of datagrams within a 100ms window size before
experiencing degradation in sensitivity to the protection
function would need a network failure recovery under 25ms.
Depending on the implementation, the relays may raise an
alarm and operate in a degraded mode until the configurable
datagram loss threshold is reached, beyond which they will
declare total failure and relinquish the 87L protection function
to the secondary protection scheme. If the network restoration
time is deemed unacceptable for a given deployment, the 87L
users may opt out of enabling the network recovery function
for the 87L communication channel. Finally, in cases where
the 87L relays support dual ports to facilitate communication
redundancy, each 87L communication channel may be traffic
engineered over the packet switched network in a non-fate
sharing manner to avoid dependency on the network for
channel failure recovery.
IV.

TEST SETUP

Fig. 3 shows an 87L scheme deployed between two
substation routers RA and RB over a MPLS PSN. The primary
path between the two substation routers is a 1-hop direct 1GE
link, and the backup path between them is 10-hops across
routers R1 to R9. An in-line network impairment tool is
introduced between Ra and Rb to simulate the propagation
delay through fiber across large distances.

Fig. 3

Test Setup

The 87L relays Relay-a and Relay-b connect to the routers
Ra and Rb respectively, using a G.703 E1 protection interface.
The following default values are set as per relay vendor
recommendations:
•

Maximum permissible latency = 5ms

•

Maximum permissible asymmetry = 0.500ms

•

Maximum permissible error rate = 0.5%

A protection test set is used to energize the three-phase CT
inputs of the relays with secondary current, as well as to
simulate internal and external line faults. The CT rated
secondary current to CT rated primary current ratio on the

relays is set to 1:1000, with 1A on the relay CT input denoting
1000A on the high voltage line being protected. The breaker
signal from Relay-b is fed back to the analog input of the
protection test set to form a closed loop, so as to measure the
time it takes the relay to issue a breaker open signal once a
fault is detected on the line.
Fig. 4 shows the service model implemented by routers Ra
and Rb to enable the 87L communication channel. The relays
connect to the companion communication network converter
using an optical interface. The converters convert the optical
signal with vendor specific framing into a standard G.703 E1
signal at a speed of 512kbps as configured on the relays. The
data is encoded on preconfigured time-slots 3, 7, 11, 14, 18,
22, 26, 30 corresponding to 8xDS0. The routers Ra and Rb
groom the corresponding time slots from the E1 attachment
circuit and cross-connect them to the other side using Circuit
Emulation Service over Packet Switched Network
(CESoPSN) pseudowire transport over the MPLS network [4].
A 1ms play-out (de-jitter) buffer is configured on the
CESoPSN pseudowire to ensure synchronous transport of data
over the E1 attachment circuit.

Fig. 4

A. Latency Benchmarking
Fig. 5 compares the latency of the 87L communication
channel with and without a packet switched network. When
the relays are connected back-to-back, we observe the oneway latency as reported by the relay Rb to be 0.07ms. When
the PSN is introduced with the routers Ra and Rb
implementing circuit emulation to enable communication
along the 1-hop primary path between the relays, we observe
the one-way latency as reported by the relay Rb to be 1.82ms,
indicating a delay of 1.75ms introduced by the PSN. This
latency value of 1.75ms includes the packetization delay of the
synchronous E1 traffic at ingress node Ra, the time taken to
transmit the packet over the 1GE core link, and the de-jitter
buffer and serialization delay incurred when playing out the
traffic on the synchronous E1 interface at the egress node Rb.
Lastly, we observe that when the traffic engineered path
between the relays is switched to the backup path between the
relays along the 10-hops through routers R1 to R9, the relay
Rb reports a one-way latency of 1.95ms. This indicates an
increase of 0.13ms in delay, which can be averaged as
0.013ms of transit latency at each node along the 10-hop
backup path.

Circuit Emulation over PSN for 87L Communication Channel

The CESoPSN pseudowire at each end is mapped to a
RSVP-TE primary tunnel across the direct link. A presignaled RSVP-TE FRR backup tunnel that traverses the 10hop path across routers R1 to R9 protects the direct link
between Ra and Rb. The primary and backup tunnels in each
direction are strictly routed to ensure path symmetry. In the
ingress direction the 87L datagrams from the E1 attachment
circuit are mapped on to the CESoPSN pseudowire with
proper QoS marking of the pseudowire virtual-circuit (VC)
label EXP field. This QoS marking is automatically copied on
to the RSVP-TE tunnel label EXP field so that the datagrams
get mapped to the high-priority queue at the egress core
interface of each hop along the primary and backup LSPs to
ensure minimum latency and PDV forwarding behavior. The
routers are frequency synchronized at the Ethernet physical
layer using SyncE [8]. The frequency synchronization is
distributed from the router backplane to the E1 attachment
circuit to line-time the 87L relays.
V.

PERFORMANCE BENCHMARKING

The following benchmarking tests were performed to get a
baseline of the channel characteristics before evaluating the
performance of the 87L scheme over the packet switched
network.

547

Fig. 5

87L Communication Channel Latency over PSN

It is interesting to contrast these values with what could be
expected from an 87L scheme using IEC 61850 compliant
Ethernet protection interfaces. We simulate this condition with
a test tool that is a hardware based traffic generator capable of
time stamping Ethernet frames at line rate to get an accurate
measurement of latency as shown below. The Layer-2
Ethernet traffic is transported over the PSN using Ethernet
over MPLS (EoMPLS) pseudowire emulation [6].
As seen in Fig. 6 , the latency of the channel along the 10hop backup path drops from 1.95ms to 0.016ms when packet
based 1Gbps Ethernet is used instead of synchronous serial
based 512kbps E1 as the attachment circuit. The marker-1 in
Fig. 6 is common to both TDM and Ethernet scenarios, and
denotes the egress queuing delay experienced by the traffic
flows at the core interface of node Ra. As both flows are
mapped to the high-priority EF queue, they are treated with
the same priority and experience minimum scheduling latency
out of the egress interface.

The increase in latency observed with the TDM
attachment circuit is largely due to the packetization delay
denoted by marker-2 at the ingress node and the serialization
delay denoted by marker-3 at the egress node. As explained in
Section III.A, this increased latency is due to the buffering of
data involved in transporting slow-speed synchronous serial
traffic from the attachment circuit over the PSN.

VI.

87L PERFORMANCE OVER PACKET SWITCHED
NETWORKS

In this section we look at the performance of the 87L
scheme over a PSN under normal operating conditions that
include steady state operations, line fault conditions, and
network failure recovery scenarios.
A. Steady State Operations
The network is setup as shown in Fig. 3 with the network
impairment tool inline on the direct link between routers Ra
and Rb. The network impairment tool is configured to
introduce a fixed delay of 2.0ms in order to simulate fiber
propagation latency equivalent to 400kms of distance between
the two substations.

Fig. 6

The 87L communication channel is established using
CESoPSN transport with the pseudowire mapped to the 1-hop
primary tunnel across the direct link. The pseudowire traffic is
marked with the appropriate MPLS EXP value such that the
87L datagrams map to the EF priority queue (PQ1) on the
egress core interface.

Latency comparison between E1 and Ethernet protection
Interface

B. De-jitter Buffer Performance Characterization
The inline network impairment tool shown in Fig. 3 is
used to simulate jitter in order to characterize the performance
of the CESoPSN pseudowire de-jitter buffer at different
lengths against the impact of PDV. The impairment tool is
setup to introduce jitter by inserting variation of (min, max)
delay = (2.0ms, 4.0ms) around a fixed value of 3.0ms
propagation delay using a Gaussian distribution. A hardware
based traffic generator is used to inject traffic of 128-byte
frame size at the rate of 500 packets per second (pps). As seen
in Fig. 7 the buffer compensates for up to ±125us and ±275us
of variation introduced by the impairment tool for de-jitter
buffer sizes of 1.0ms and 2.0ms respectively. Beyond these
values, the buffer is unable to compensate for the jitter
introduced, and starts dropping packets before playing out the
traffic on the synchronous serial interface.

On initial bring-up, the relays Ra and Rb each report a
symmetric transmit and receive latency of 3.6ms using
channel-based synchronization. This latency includes the
2.0ms of fixed propagation delay introduced by the network
impairment tool, amounting to 1.6ms of delay imposed by the
CESoPSN pseudowire transport over the PSN.
The network is then oversubscribed with a full traffic load
profile to cause congestion on the 1GE core interface along
the primary path between nodes Ra and Rb as shown in Fig. 8

!

Fig. 7

CESoPSN De-jitter Buffer Performance

It must be noted that large jitter values in this test are
artificially introduced via the impairment tool to test the
performance of the CESoPSN pseudowire de-jitter buffer, and
are not a result of packet delay variations due to queuing
delays. The mapping of 87L datagrams to the high-priority
queue at each network hop will ensure expedited forwarding
with minimum packet delay variation even under full traffic
load conditions.
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Fig. 8

Traffic Load Profile

The priority queue (PQ1) is policed at 50Mbps. In addition
to the 87L datagrams that are mapped to this queue, an
additional 25Mbps of traffic with fixed frame size of 1000
bytes is also injected into this queue to load the queue to a
little over 50%. Priority queue (PQ2) is policed at 50Mbps and
loaded up to 95% capacity with fixed frame size of 1000
bytes. Assured forwarding queue (AF1) has 200Mbps of
bandwidth reserved, and loaded up to 75% with fixed frame
size of 1000 bytes. The egress interface is congested by
injecting 2Gbps of IMIX traffic consisting of varying 70, 594,
1518 byte sized frames with a distribution of 7:4:1 into the
Best effort (class-default) queue. The QoS scheduler ensures
that the PQ1, PQ2, and AF1 traffic classes are served with the
configured service level agreements (SLA) without any packet
loss, and only the best effort 2Gbps traffic experiences drops
on the congested 1GE core interface.

Over time, the relay channel-based synchronization
algorithm accounts for the PDV in the network due to traffic
congestion. Readings taken after 10 minutes indicate 3.73ms
transmit and 3.85ms receive latency for relay Ra, and 3.85ms
transmit and 3.73ms receive latency for relay Rb.
Steady state operating conditions of the 87L scheme are
observed under these realistic conditions of full traffic load.
Fig. 9 contrasts the stability of the 87L scheme operating
under channel-based synchronization and GPS assist mode,
under the congested network conditions described above.

protection test set. The relay Rb reports 3.75ms and 3.85ms of
send and receive transmission latency using the channel based
synchronization scheme.
The protection test set is used to simulate a 5kA internal
fault on Phase-A. The relays trip as expected, with the test set
reporting a total time of 22.2ms from fault inception to breaker
open signal received from relay Rb as shown in Fig. 10 . This
total delay of 22.2ms includes 1.85ms for PSN circuit
emulation transport, 2ms of propagation latency across
400kms of distance between substation, and 12.5ms for relay
Rb pickup indicated by the oscillographic fault analysis
records shown in Fig. 11 .
The fault condition is cleared and the line is once again
energized at full load of 1kA using the protection test set.
Next, state sequencer of the protection set is used to inject a
5kA external fault on Phase-B IL2 (-120°) and I(2)02 (60°).
The oscillographic fault analysis records shown in Fig. 12
indicate that there is no trip as expected and the security of the
protection scheme is preserved.

Fig. 9

Relay Operating Characteristics over a Traffic congested PSN

The protection relay test set is used to energize the threephase CT inputs of the relays with 1A of secondary current to
simulate a full load of 1kA on the transmission line. We
observe from the left half of Fig. 9 a very stable 87L scheme
based on channel-based synchronization, where the relay is
operating well below the 30% default differential margin of
the tripping characteristic curve. The small values of 4.98%,
4.79%, and 5.08% for the three phases that exist when
compared to the 0% values under GPS assist mode, are
manifestations of the time synchronization error in channelbased synchronization.

Fig. 11

Oscillographic Fault Analysis - Internal Fault

Fig. 12

Oscillographic Fault Analysis - External Fault

B. Line Fault Conditions
In this section we look at how the sensitivity and security
of the 87L scheme are preserved by the packet switched
network under line fault conditions.

Fig. 10

Test Set – Total Trip Time

The network is setup to operate under steady state
conditions with a full traffic load as per the profile defined in
Fig. 8 , a simulated 400kms of distance using the network
impairment tool, and the line energized to 1kA using the
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C. Channel Failure Recovery
The network is setup as shown in Fig. 13 with the
network impairment tool inline between routers Ra and R1.
The tool is configured to introduce a fixed delay of 3.0ms in
order to simulate fiber propagation latency equivalent to
600kms of distance between the two substations along the 10hop backup path through routers R1 to R9.
At the initial state, the 87L communication channel
established over the CESoPSN pseudowire is mapped to the
primary RSVP-TE primary tunnel that follows the direct link
between the two substation routers Ra and Rb. A full traffic

load as per the traffic profile defined in Fig. 8 is injected into
the network using the traffic generator to congest the core
links. An additional bidirectional monitoring traffic stream
with identical QoS markings as the 87L datagrams is injected
in the network using the traffic generator along the same path
as the relay communication channel to measure convergence
time during failure conditions.

Fig. 13

Channel Failure Recovery

The relay channel-based synchronization algorithm
reports 1.67ms transmit and 1.79ms receive latency for relay
Ra, and 1.79ms transmit and 1.67ms receive latency for relay
Rb. Next, the direct link between Ra and Rb is failed as
shown in Fig. 13 . Since the link is next-hop protected,
RSVP-TE FRR performs a facility backup based local-repair
and switches the traffic from the primary tunnel to the backup
tunnel between Ra and Rb that that traverses the 10-hop path
across routers R1 to R9. The relays report 4.79ms transmit
and 4.92ms receive latency for relay Ra, and 4.92ms transmit
and 4.79ms receive latency for relay Rb along the 10-hop
backup path which includes the 3ms fixed propagation delay
introduced by the network impairment tool. The cutover
traffic includes the monitoring stream and the full traffic load,
in addition to the 87L relay datagrams. The traffic generator
indicates that test monitoring traffic stream incurs 26ms of
traffic loss from Ra to Rb, and 1ms of traffic loss from Rb to
Ra during the channel failure recovery fast re-route process.
The relay Rb alarms that permissible error rate has been
exceeded due to traffic loss.
The Relay Rb alarms that permissible error rate exceeded
because the datagram loss during cutover exceeds preconfigured value of 0.5% for Relay Max Permissible Error
Rate. However, the 26ms cutover is less than the 100ms
(default setting, changeable) time for Reception of faulty
data, and so the 87L scheme still active and the Relays do not
block.
VII. CONCLUSION
The use of Ethernet packet switched networks for
protection promises the same advances in reliability and
reduced costs experienced in telecommunications systems.
This paper advances the protection art by measuring and
validating the performance of 87L, which has the most
stringent requirements of a communication channel among all
protection schemes in this new environment. The validation
conducted and results recorded in this paper lead to the
following key conclusions:
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•

Carrier-grade packet switched networks can be
reliably engineered to meet the constraints imposed by
line current differential applications on the
communication channel.

•

The main factors consuming delay budget are relay
protection interface types and speeds, and overlay
(Packet over TDM) transport if used, and not the
packet switched network itself.

•

Path symmetry conditions required by line current
differential applications deployed using channel-based
synchronization can be satisfied using MPLS traffic
engineering techniques.

•

The impact of network PDV inherent in packet
switched networks that can negatively impact line
current differential applications deployed using
channel-based synchronization can be effectively
compensated for by efficient QoS mechanisms.

The plethora of tests conducted under real world operating
conditions of traffic load and network failure scenarios show
that the Reliability, Selectivity, Coordination, and Sensitivity
of line current differential protection are preserved, and
latency bounds met well within the demands of the
application.
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